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Abstract
This work introduces an infiltration model that is based on modelling pump run times from
effluent temperature and rainfall information using an artificial neural network. Results
presented for a real case study sewer network indicate that the proposed modelling
procedure is able to predict periods of infiltration, and the benefits of this approach to the
water company are discussed.

1. Introduction
Ground water infiltration is an unwanted contribution into sewerage networks that can lead to
prolonged periods of surcharge and the continuous running of pumps at pumping stations
(PS). The surcharged sewerage system can result in pollution, flooding or restricted toilet
use at low-lying properties. Thames Water is working closely with the Environment Agency,
customers and stakeholders in a number of affected catchments to develop drainage
strategies to reduce the impact of such events.
Conventional infiltration survey techniques tend to focus on short term investigations during
an infiltration event such as flow surveys and ‘look & lifts’. However, the intermittent nature
of the events makes planning such works difficult and the onset of the event will be missed.
Telemetry data from PS with increasing pump run times can give an indication of the onset
of an event, but the reasons may vary from short term SW inflow, a longer term increase due
to infiltration or perhaps the pumps wearing and becoming less efficient.
If effluent temperature data can be used in a model to predict network flows with, say, a
fifteen day horizon, action can be taken to prepare for the event – for example, by deploying
mobile treatment plants or flood barriers.
This paper presents an investigation into the use of low-cost sewerage temperature sensing
combined with a machine learning approach to modelling infiltration, with the aim of reducing
the cost of monitoring and prioritising catchments for interventions to reduce it. Following an
introduction to the case study, the modelling procedure followed is explained, and
experimental results are presented. The paper concludes with an evaluation of the model
benefits.

2. Case Study

Figure 1: A schematic showing the sewer network studied in this work, and the locations of pumps at
which temperature and PRT are monitored. The locations used in this work are Murcott (1), Fencott
(2) and Merton (5).

The case study data used herein is based on data collected at four monitoring sites within a
sewer network within Oxfordshire, for which data is available between September 2013 and
April 2016. Of the four monitoring sites (Charlton, Fencott, Merton and Murcott, shown in
Figure 1), Charlton has a more limited data record and so is omitted from this work.

3. Artificial Neural Network Model
The predictive model used in this work is an artificial neural network (ANN). An ANN is a
black-box model that is based on the way information is transmitted between neurons in the
brain. A network of artificial neurons, which receive data, process it and transmit it, is
constructed; the neurons are organised into layers. Figure X demonstrates an example
topology of an ANN.

Figure 2: A standard ANN topology. The network comprises four layers: an input layer, which receives
the input data; two hidden layers, which process the inputs; and an output layer, which are the model

predictions. Neurons are connected by weighted edges, which are shown by arrows. The weight of
each edge is identified using a machine learning algorithm, which “trains” the network based on
known input and output values.

The performance of an ANN is highly dependent on its structure, and an appropriate number
of layers and hidden neurons was determined experimentally. To calibrate the model, the
weights on the edges between neurons (shown by arrows in Figure 2), must be identified.
The output of a neuron is a function of the weighted sum of its inputs:
,
where the function a is called the activation function. In this work, the activation function
employed was:

The process by which the network is calibrated is called training, and uses an optimisation
algorithm to identify the set of weights that provide the best predictive accuracy. Generally,
training is based on a set of inputs (e.g., rainfall and water temperature) for which known
outputs (e.g., PRTs) are available; these are called target values, and an aim of the
algorithm is to produce a model that correctly predicts them. However, an ANN can suffer
from the problem of “overfitting”, whereby a model describes a random error or noise instead
of the underlying relationship.

Figure 3: The solid line has modelled the black data points accurately, but is too over-complicated to
model the true relationship present in the data when the additional blue diamond data point is added.

Figure 3 demonstrates a situation in which a higher order polynomial fits the data perfectly,
but that model is excessively complex (e.g., it has too many parameters relative to the
number of observations). Such a model has poor predictive ability, as it has learned the
trained examples but has not learned to generalise to new situations, such as the data point
represented by the blue diamond. Therefore, as well as accurately predicting the output
values, the model should be able to generalise to unseen data. To this end, the data is
separated into training and testing data. The model is calibrated with the training data, and
validated against the testing data. The model should be able to predict both well, and since it

was not trained against the testing data it should be able to make accurate predictions for
other unseen inputs in the future.
In this work, a process called cross validation is used. This procedure starts with a series of
subsets of the data, called “folds” being identified. With them, the model is trained in turn
with all but one of the folds forming the training data. The remaining fold is used as the test
dataset. This procedure happens F times, where F is the number of folds, so that each fold
is used as the test set once during the training programme. The LBFGS1 [1] algorithm is
used to train the model.

4. Results
Results for the proposed method are presented in three steps: in the first, the dry-weather
results are presented. These are followed by results demonstrating wet-weather model
development, before modelled infiltration is discussed.
4.1. Dry Weather Model
The first step in creating a model for infiltration is to develop a dry weather model. Dry
weather periods were identified within the case study data by seeking periods of limited
cumulative rainfall. A set of periods for which contiguous rainfall, Pump Run time (PRT) and
temperature data were available was identified (NB: this was done for each temperature
monitoring site in the catchment – Fencott, Merton and Murcott). Dry weather was based on
two consecutive days of less than 10mm rainfall.
Temperature data is available at five-minute intervals, while rainfall and PRT is only
available at the daily level. Thus, data is aggregate to the daily level. The dry weather model
is based on temperature and rainfall inputs as follows:


Rainfall observed on the current day.



Historical rainfall for the previous φR days.



Historical temperature for the previous φT days.



Historical PRT for the previous φP days.

A range of values for these parameters were examined, however φR = 10, φT = 10 and φP =
10 were found to provide the best accuracy, and are used herein.
Prior to training the ANN the data is pre-processed; the maximum and minimum values are
used to normalise all input values and output targets to lie between 0 and 1. Model quality is
evaluated using the Nash-Sutcliffe efficiency coefficient (NSEC):

where yn is the model output for the n-th input and tn is the corresponding known target
value. NSEC scores are computed for each experiment. Due to the stochastic nature of the
training process, each experiment is repeated 35 times.
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Limited Memory Broyden-Fletcher-Goldfarb-Shanno algorithm.

Figure 4: Fencott, Merton and Murcott NSEC scores.

Figure 4 shows the NSEC scores for each of the three sites. In each panel (Fencott, top-left;
Merton, top-right; and Murcott, bottom), the results for the training data are shown in the lefthand frame, with the corresponding testing data shown in the right-hand frame. Each solid
box shows the region between the upper and lower quartile values; the red line shows the
median value, and the whiskers show the statistical limits. Any points shown by a plus are
considered to be outliers.
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Figure 5: Correlation between target values and model outputs. Panel (a) shows results for Fencot;
panel (b) represents Merton, and panel (c) Murcott. Each of the five cross validation folds is shown;
the top row presents training results, and the bottom row shows the corresponding test results. In
each case, the x-axis shows the observed target value while the y-axis shows the model output. In all
cases there is a good correlation with the target values.

Figure 5 presents correlation results between the target values and model outputs. The
results are organised into five columns, with each row representing one cross validation
scheme. The top row shows the results for the training data, and the bottom row the
corresponding test data results. The ideal solution would place the points along the diagonal,
and in all cases there is a strong trend toward this. The correlation is strongest amongst the
lower PRT values; intuitively, this is correct, as those values and their associated conditions
occur much more frequently in the training data.
The proposed modelling procedure is being demonstrated on a network comprising four
monitoring sites. Though one of these sites has been disregarded from the study due to a
lack of data, were all four sites to be considered they would not be computationally
expensive to model, and it would not be prohibitively costly or time consuming to collect the
data. If, on the other hand, the procedure were applied to a company’s entire infrastructure
then the data collection would be more expensive. To that end, an experiment was
conducted to see if information collected at one of the sites (Fencott) could be used as a

surrogate for information collected at an upstream site in the network (Murcott). Results
indicated that this was the case, though further study on a larger network is required to be
able to better understand the limits to which this is the case.
4.2. Modelling Infiltration
The dry weather model proposed above describes a robust approach to modelling PRT in
dry weather conditions. In order to construct a framework for modelling infiltration, a second
model is considered; this is intended to model wet weather periods.
The wet weather model is obtained by following the same training procedure as used above,
with the exception that no threshold for dry weather is specified. This means that all data,
with the exception of periods for which data is missing, is considered. Having created a wet
weather model, infiltration is assessed by obtaining the difference between the inputs under
dry weather and wet weather conditions:

where it is the infiltration observed at time t,
is the output of the wet weather model and
is the corresponding output of the dry weather model.
The procedure by which the infiltration model was tested is as follows: a dry weather model
is produced, along with a wet weather model. No cross validation is performed, as the
veracity of the model has already been demonstrated; instead, all of the available data is
used for training. Having trained a pair of models, the data without threshold (i.e., that used
to train the wet weather model) is used to predict infiltration for those periods using the
equation above.
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Figure 6: Infiltration modelled with a pair of dry and wet weather models (the infiltration, shown in red,
is the difference in response from the two models). The black line shows temperature for
corresponding days – clearly there is a correlation between infiltration and low temperature
(particularly around 100-130 days). The blue line shows rainfall for those days. Panel (a) shows
results for Fencott; panel (b) shows results for Merton, and panel (c) for Murcott.

Figure 6 demonstrates predicted infiltration for Fencott, Merton and Murcott, wherein the
training procedure outlined above was performed 50 times. Infiltration is shown in red, with
the solid red line showing the mean prediction, the dark red region showing one standard
deviation either side of the mean, and the maximum and minimum predictions shown by the

light red regions. As can be seen, in all three cases there is a correlation between the
predicted infiltration and temperature. This is particularly clear in the region of 100-130
(shown on the x-axis), where there is a marked drop in temperature matched by a
considerable increase in predicted infiltration. Though it is not possible to correlate these
results with known infiltration for this case study, this is exactly the kind of reaction from the
model that was anticipated in the presence of infiltration.

5. Conclusion
This paper has presented a study into the use of temperature sensors and machine learning
to construct an infiltration model for a sewer network. Using temperature sensors (in concert
with recorded daily rainfall) is an attractive option for water companies because of the
potential reduction in cost needed to obtain the data. The result of this work is a framework
with which a model can be constructed to accurately model infiltration.
Benefits of the modelling approach are summarised as follows:


It is possible to construct an intuitive model of infiltration in a sewer network using
easily and cheaply obtained data.



Results indicate that it is possible to rely on PRT rather than having to conduct a flow
survey to obtain data to provide training targets.



Experiments show that it is possible to use one monitoring site to provide surrogate
information for another; this is beneficial as it further reduces the cost of predicting
infiltration.



Temperature loggers are low cost in comparison with say temporary sewer flow or
depth monitors. The data is very stable and they are suited to monitoring sites with
small sewers (100 – 150mm) and very low flows.

For a near real time model, temperature data would be needed on a daily basis, via GSM
loggers or similar (as per current level monitors etc.). The data could then be used for the
model to predict forthcoming events. Potentially, sensors could be installed in a catchment
prior to rehab works and subsequently used for a ‘before and after’ evaluation.
One of the difficulties encountered in this work has been the lack of data. In places, the
results show that the model has poor predictive ability; this is due to periods for which limited
data was available for training. Though the model must be able to generalise to new inputs,
it must have been trained on data that is representative of those inputs. Otherwise, it cannot
be expected to properly predict them, as is occasionally the case herein.
An underlying principle of the chosen approach is that PRT is a suitable surrogate for
infiltration. While the results presented herein appear to support that assertion, it is important
to consider that pumps may be running for reasons other than dealing with infiltration. To
that end, it is important to further verify PRT’s suitability as a surrogate by comparing the
results of the model to flows recorded with a flow survey. Ongoing work is considering this
for a case study that has been the subject of a flow survey, and includes data at a shorter
period.
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